Dynamic Risk Modeling Handbook, Chapter 5

CAS Working Party on XXXXXX
	Learning Outcome Statements

1. Learn the financial risks associated with assets

	2. How to measure and manage asset risk

	


5. ASSET RISK MEASUREMENT

Insurers face a multitude of risks. While an insurer’s risks are often driven by events and liabilities, they also face significant risks on the asset side of the balance sheet. These risks include market risk – risk of adverse changes in asset prices, credit risk – risk of non-payment from an obligor, interest rate risk – risk of changes in asset values due to changes in real interest rates, foreign currency risk – risk of changes in value for which assets can be exchanged in different currencies, reinvestment risk – risk that any interest payments, coupon payments, or dividends will not be able to be reinvested at the initial investment rate of return, liquidity risk – risk that an asset has to be sold at the depressed market price, and inflation risk – risk of changes in asset values due to unexpected changes in the inflation rate.
5.1 Market Risk Modeling

[need intro]

Modeling a insurer's financial statements will require us to simulate both the liabilities and the assets.  In other chapters we will discuss liabilities, such as hurricanes, and instances where liabilities and assets move together, such as future premium growth.  In this chapter, we will discuss portions of the model where we are only modeling assets.  In general, this is restricted to investment activities, although it can also include currency risks if the insurer regularly moves money between units in different companies.

Modeling assets would be relatively straightforward if we chose to model each individual asset.  It would also be very cumbersome, given the large portfolios that most insurers hold.  Given this difficulty, most modelers will opt to model the investment portfolio through some rather large buckets that aggregate their holdings.  This approach will require the use of several summary statistics, such as duration and convexity, which are discussed below.  
5.2.1 Duration

Duration, commonly referred also as Macaulay duration, is a measure of the sensitivity of the price of a bond to a change in interest rates. It can also be interpreted as a measure of how many years it takes for the price of a bond to be repaid by its internal cash flows. Duration considers the time value of the cash flows expected from the future, i.e. it takes account of the timing of the cash flows, unlike term to maturity, which assigns equal weight to all cash flows. The concept was developed by Macaulay in 1938 and its strict definition is “a weighted average term to maturity where all cash flows are in terms of their present value.” That is,
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where P is the price of the bond,
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Obviously, a zero coupon bond has a duration equal to its term to maturity, since C=0. High coupon bonds will have a short duration whereas a low coupon bond will have a long duration. Intuitively, the high coupon bond will be able to repay the price of the bond faster than the low coupon bond.

The relationship between price and duration is derived from the first derivative of the bond price function, which equals the sum of present value of all cash flows i.e. all coupons and the final face value payment.
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where P is the price, D is the duration, dP is the price change and dy is the yield change. This key duration relationship shows that the percentage change in a bond price is approximately equal to its duration multiplied by the size of the shift in the yield curve.  The chart below shows this relationship.
For example, a two-year 6% bond with face value $100, with semi-annual coupon payments, duration is as follows.
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The weight column is calculated by dividing all the present values by the sum of the PV, which is also the value of the bond today. Effectively 1.9153 is the duration of this bond. It means for every 10 basis point increase (0.1%) in yield, the price of the bond decreases by approximately 0.195. As we can see here, the higher the duration, the greater the price impact of a parallel shift in the yield curve.  Accordingly, long-term bonds are more volatile. 

The relationship between duration and price stated above assumes that y (the yield) is expressed with continuous compounding. If y is expressed with annual compounding, modified duration applies.
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MD (modified duration)
 = D/(1+y)
The duration, D, of a bond portfolio is a weighted average of the durations of the individual bonds in the portfolio, with the weights being proportional to the bond prices.

A high level of duration indicates that the bond is more sensitive to changes in interest rates. This also indicates that for a given coupon rate and yield to maturity, bonds with a longer term to maturity are more sensitive to changes in interest rates than corresponding bonds with a shorter term to maturity. One of the applications of duration is to use it to protect or “immunize” a portfolio that consists of both liabilities and assets, against small parallel shifts in the yield curve. This strategy is often referred to as duration matching or portfolio immunization. The basic idea is to match the duration of one's investments with the duration of one's liabilities.  Alternatively, one might match the duration of the reserves with the duration of the liabilities and invest the surplus at a longer duration.
It is important to note that either D or MD only explains price changes resulting from small parallel yield curve shifts within approximately 25 basis points (“bps”). When the yield curve shift is large, another factor, convexity, is important.
5.2.2 Convexity
While duration is an indicator of how responsive the price of a bond is to a small change in the yield to maturity, for larger changes in interest rates, duration proves to be insufficient. As shown in Figure 1 (modified duration and the price/yield curve), as we move away from the initial yield, in this case 10%, the discrepancy between the actual price change and the modified duration gets larger and larger due to the curvature of the price/yield curve. This is what is referred to as convexity of the curve. A bond with higher convexity is more volatile than the one with less convexity.
[image: image8.emf]Modified Duration and Price/Yield curve

400

600

800

1,000

1,200

1,400

1,600

1,800

2,000

0.0% 2.0% 4.0% 6.0% 8.0% 10.0%12.0%14.0%16.0%18.0%20.0%

Yield

Bond Price

Modified Duration line Price/Yield curve Bond price


Figure 1. Modified duration and Price/Yield curve
Convexity is derived from the second derivative of the price/yield function.
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where C is the convexity, 
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Using Taylor’s theorem we have the following
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The first term on the right hand side is the duration measure derived earlier. The term 
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 is referred to as the dollar convexity measure while 
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 is referred to as the convexity measure. Incorporating these terms into the analysis gives us a better idea of how sensitive bonds are to changes in interest rates.
The dollar convexity measure is given as 
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Hence the percentage price change due to convexity is given as 
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Combining with duration gives us the bond’s sensitivity as , 
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Therefore, to immunize a bond portfolio of assets and liabilities from a relatively larger parallel shift in the yield curve one should match both duration and convexity.

Bond managers typically prefer bonds with a high level of convexity. This can be demonstrated by the graph below
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The two graphs above show the current price/yield relationship between bonds A and B. At a yield of 6.0%, the two bonds have the same duration since a small change in yield brings about the same proportionate change in the bond price. However bond B has a higher level of convexity than bond A, as shown by its more “curved” price/yield line. Hence for a large decrease in yield bond B will experience a greater increase in price than bond A, and for a large increase in yield bond A will experience a greater fall in price than bond B. Hence fixed income managers prefer bonds with a higher level of convexity.
Two further results concerning convexity are as follows:
· For a given yield and maturity, the lower the coupon the greater the convexity.
· For a given yield and modified duration, the lower the coupon the smaller the convexity.
The above analysis assumes there is a parallel shift in the yield curve, which brings about the change in the yield. In practice, however, such “pure” shifts are rare. A whole host of movements in the yield curve are often witnessed and, in particular, the short end of the curve is often seen to be more volatile than at the long end of the curve. Hence solely using duration and convexity to determine how sensitive the bond portfolio is to interest rate changes is insufficient. Much research has been dedicated to measuring the interest rate sensitivity brought about by non-parallel interest rate changes. A common technique used in practice is the “key rate” analysis technique. Key rates are particular rates, which the analyst believes adequately characterize the whole movement in the yield curve. Hence a fixed income manger will try to construct a hedge portfolio based on these key rates and so subsequently immunize the bond portfolio from interest changes. 
5.2.3 Effective Duration and Negative Convexity
The previous discussion of duration and convexity assumes that bonds are option free. However, an increasing number of bonds no longer satisfies this assumption. Mortgage-backed securities (MBS), convertible bonds and asset-backed securities (ABS) are just some examples where an option is embedded within the bond. 

As an example, consider the MBS. Holding such bonds allows the bondholder to receive coupons, which are dependent on the repayment of mortgage payments by borrowers. Mortgages, however, are subject to prepayment risk, which is dependent on the level of the interest rates. For instance, assume a borrower has taken out a 30-year mortgage with a fixed interest rate of 10%.  An MBS backed with this type of mortgage will continue to pay coupons as long as the mortgage payments are paid. Hence the bond should also have a 30-year maturity.  If interest rates fall considerably, however, the borrower may repay the mortgage early by refinancing at a lower interest rate.  In this case, coupon payments on the original MBS will stop. This would indicate that as interest rates fall the bonds will not increase in value as much as option-free bonds and may even fall. This is referred to as negative convexity and can be shown in the graph below.
Negative convexity means that price appreciation will be less than price-depreciation for a large change in the yield. For an option-free bond, positive convexity exists where the price appreciation is greater than the price depreciation for a large change in the yield.
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As shown above, a fall in the yield below y1 brings a smaller increase in price versus an increase in the yield above y1, which produces a larger fall in price. 
While our original measure of duration proves insufficient when measuring interest rate sensitivity on option-free bonds, a new method, referred to as “effective duration,” is instead used: 
Effective duration = 
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Where 
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= the new price following a fall in the yield by 
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Similarly, effective convexity is defined as 

Effective convexity= 
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Hence while duration is often used as a measure of interest rate sensitivity, modified duration should be used for option-free bonds while effective duration should be used for bonds with embedded options. It might be worth mentioning that effective duration is the same as modified duration for option-free bonds, for small changes in y.  They are merely derived differently.  Effective duration is a more robust method that works for bonds with options.
5.2.4 Value at Risk (VaR)

In 1952, Markowitz provided a quantitative framework for measuring risk and return.[8]  He used mean returns, variances, and covariances to derive an efficient frontier where an investor could either maximize the expected return for a given variance or minimize the variance for a given expected return. In this case, variance, the probability-weighted average of squared deviations from the mean, was the key measure of risk.[7] The main advantage of using variance as a measure of risk is its simplicity. The disadvantage, however, is that the variance measure symmetrical distributions (e.g., returns greater than the mean happen with equal probability of returns less than the mean) even though there is significant evidence that the underlying distributions are nonsymmetrical. In addition, variance is not very intuitive as it defines risk in terms of the square of the deviations from the mean, not dollars.
Over the past decade, another method has been used to measure downside risk, Value at Risk or VaR.  In fact, the idea of VaR in a portfolio context was developed half a century ago by Roy, where the concept was called the “safety-first principle”.[9]  It was not until after the publication of JP Morgan’s Risk Metrics document in 1994, however, that VaR became so widely used.[10]

Definition of VaR

The definition of VaR is simple:

VaR is the maximum predicted loss at a given confidence level over a specified time interval.
As one can see, the interpretation of VaR is essentially a probability statement.  For example, if VaR = $200 million at 95% probability in one month, the probability statement is

Probability (Portfolio loss will not be more than $200 million over the next month) >= 95%

Graphical Representation:
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Advantages of VaR

· It is a nice summary of risk, only a single number is presented. 

· It is relatively easy to calculate.
· It is easy to understand by non-technical managers and executives.

Disadvantages of VaR

· It has no indication of risk beyond specified confidence level.

· It does not capture all relevant information about risks in the market.

· Assumes fixed portfolio positions over horizon.

· It only captures the risk at a specific future time point.

Calculation of VaR [need consistency in subheadings]
There are several ways to calculate VaR in practice.  The following briefly describes three methods.  The reader can refer to JP Morgan’s Risk Metrics document and Smithson’s book. [11]
1. Parametric Method [need consistency in subheadings]
Using a parametric approach to calculate VaR for a portfolio can be very complicated due to the complexity of the covariance structure of different assets composing the portfolio.  To simplify the calculation, it is often assumed that the underlying assets have a normal distribution, and the portfolio return is linearly related to the returns of the underlying assets.  With these two assumptions, portfolio returns will also have a normal distribution with the following mean and variance:
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where 
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is the weight of asset i in the entire portfolio m.  All these parameters can be estimated using historical data.  However, the correlation relationships among asset returns are not as stable as the mean and variance.  That is, they usually vary over time.  A minor improvement of the estimation of 
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 is to analyze the historical returns of different assets and to try to find external factors (e.g. high inflation period or low interest rate period) in segregating the data.  Then the estimation of 
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 will be based on the portion of the historical data with similar external factors.

Since portfolio returns are assumed to follow the normal distribution, one can calculate the VaR of the portfolio after estimating the mean and variance of the portfolio returns.

2. Historical Simulation

Instead of imposing a distribution assumption for portfolio returns, one can make use of historical data by the following procedures:

Step 1:  The main market factors affecting the portfolio value would need to be identified.  For example, there may be 10 factors (prime rate, exchange rate, inflation, etc.) that are identified as the key drivers of a particular portfolio.

Step 2: For each main market factor, trace back its historical movement.

Step 3: Calculate the change in portfolio value based on each set of historical values of the main market factors.

Step 4: An empirical distribution of the change in portfolio value can be formed and hence VaR can be calculated accordingly.

A simplified version of this approach is to assume the current portfolio mix, derive what the portfolio value would have been if the current portfolio mix were used in the past (e.g. last 100 days, last 50 months) based on the historical values of the underlying assets.  In this way, the empirical distribution of the portfolio is created.

3. Monte Carlo Simulation Method
The method is similar to the Historical Simulation method discussed above.  The only difference is that a distribution assumption is imposed for each main market factor and the correlation structure among these factors is also assumed.  The parameters of the distributions and correlations are estimated using historical data.  The change in portfolio value will then be calculated based on Monte Carlo simulated values of the main market factors from their assumed distributions and correlation structure.

Compared to the Historical Simulation method, Monte Carlo simulation requires the selections of distributions for the main market factors and their correlation structure.  These are usually done by separate analysis based on the historical data of these factors.  Again, like the Parametric method, one can segregate the historical data in the analysis to reflect similar economic environments.

An extension of VaR – Exceedance Probability Curve (EP Curve)
Some property and casualty companies use the Exceedance Probability Curve (EP Curve) to capture the whole profile of VaR in understanding their financial risk in catastrophic events.  The concept can actually be used in a portfolio risk measurement context.  The EP Curve is no more than a series of VaR numbers at different confidence levels over a specified time interval.  It gives some recognition to the risk beyond the single VaR figure, and it also helps in comparing the risk profile among different portfolios.

Graphically, the EP Curve looks like the following: 

[Figure X]
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Other than the fact that it does not capture the risk beyond the confidence level, VaR is also criticized because it is not “coherent” (discussed in Chapter 8). To understand the deficiency of VaR more clearly, we can interpret VaR as the minimum amount of loss in the event of the most adverse situation (e.g. the worst 5%).  To a lot of practitioners, this could be severely understating the risk exposure.  To better represent the risk in extreme cases, the expected losses in the “tail” seems to be a good choice.  The following graph illustrates the idea.
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In the above graph, the expected loss for the 5% tail ($300 million) is called “Conditional Value at Risk (CVaR)”. [Clarify further]
As the above distribution of portfolio value is continuous, CVaR is also known as Expected Shortfall or Tail VaR (TVaR).  However, if the distribution is not continuous, CVaR, Expected Shortfall and TVaR may be different.  The following is the formal definition of these 3 risk measures.

Expected Shortfall

Expected Shortfall = Expected losses strictly greater than VaR at a certain user selected probability level

e.g. The user determined a VaR of $200 million at a 5% probability level (or 95% confidence level)

( Expected Shortfall = Expected losses strictly greater than $200 million

Tail Value at Risk (TVaR) 

TVaR = Expected losses greater than or equal to VaR at a certain user selected probability level

e.g. The user determined a VaR of $200 million at 5% probability level (or 95% confidence level)

( Expected Shortfall = Expected losses greater than or equal to $200 million

Conditional Value at Risk (CVaR)

To discuss this Conditional Value at Risk more formally, we need to introduce the following parameters:

α = Probability level the user selected in determining the VaR amount (e.g. 5%)

β = Probability that the losses are strictly larger than VaR at the selected α 

(Note α = β if the distribution of portfolio value is continuous at VaR)

CVaR is essentially the weighted average of VaR and Expected Shortfall:
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One can see that CVaR = Expected Shortfall when the distribution of portfolio value is continuous at VaR (i.e. α = β).

5.2.5 Extreme Value Theory

Traditionally, returns are modeled as Gaussian or normally distributed, which gives the probability density function (PDF) of the returns a familiar bell shape. However, financial market data strongly contradicts this assumption of normality. Most markets experience one or more daily moves of at least four standard deviations each year. Under normality, one would expect to see only a single four standard deviation move every 125 years. Clearly, using a normal distribution for risk management would grossly underestimate the true risk exposure (for this reason, VaR measures are often multiplied by a correction factor).
 The most common alternative to normality is to model the distribution of the return shocks as a Student's t distribution. The PDF of a t-distribution has a similar shape to the normal distribution, but with fatter tails controlled by an integer parameter called the "degrees of freedom" (df) of the distribution; t-distributions with four to six degrees of freedom have tails fat enough to match the empirical frequency of extreme moves.

A more advanced approach is to model directly the distribution of extreme moves using Extreme Value Theory (EVT). In EVT, the distribution of extreme moves beyond a certain threshold (e.g., four standard deviations) is given by a generalized Pareto distribution. This distribution is controlled by two parameters, which allow the risk manager to control both the fatness and shape of the tail, and thereby match even more closely the empirical distribution of extreme moves.

The theory of univariate EVT was developed in the early 1920s through 1940s for the statistical modeling of radioactive emissions, astronomical phenomena, flood and rainfall analysis, and seismic events. It has gradually made its way from uses in the natural sciences to actuarial sciences and finance. EVT is by now a standard statistical tool for risk models in the insurance industry. Current developments of EVT in finance deal primarily with multivariate extensions to measure and model correlations of extreme. The hope ultimately is to use these new statistical techniques to improve risk management during financial crises, such as the ERM crisis in 1992 and the Russian crisis in 1998, when financial market correlations tend to increase.

Modeling the distribution of extremes, however, is sometimes as much an art as it is a science. The problem is that, by the definition of extremes being rare events, we tend to have too few extreme observations to draw precise inferences about their distribution. Successfully modeling extremes therefore requires extensive experience with the various modeling techniques.

5.3 Credit Risk Modeling

Credit Risk is the change in the market value of the portfolio associated with changes in expected or unexpected default risks associated with existing positions.  Credit risk arises from a number of sources, including suppliers, clients, and investments.  There are two major classifications of credit risk: credit spread risk and counterparty default risk.

Credit spread risk is the change in a portfolio’s value associated with movements in observed credit spreads and is relevant to mark-to-market portfolios.  Financial markets demand an additional return on the liabilities of some firms, called a credit spread, due to the higher level of uncertainty around the viability of the firm.  Given the nature in which it is assumed and calculated, credit spread risk should be incorporated into the market risk measurement of a firm’s assets, if such analysis is performed under mark-to-market accounting rules.

This section focuses on the latter form of credit risk – counterparty defaults and associated losses.  Counterparty default risk results in losses due to the actual default of an obligor, supplier, etc.  It focuses on measuring the uncertainty around the potential for and level of losses in a portfolio of credit exposures.  In the event of a counterparty default, a company generally sustains a loss equal the value not recovered from the outstanding exposure to the counterparty.  Recoveries often occur over a period of time and are the product of asset liquidation, foreclosure or restructuring.

There are various approaches employed for managing default credit risk, ranging from a simplistic exposure limit approach that requires few, if any, calculations to a more complex estimation of distributions of losses and recoveries.

5.3.1 Exposure Limit Approach

The most basic technique for managing credit risk is to utilize a set of limits that ensure that the quantity of risk assumed through a variety of factors is kept within certain bounds.  The goal is to restrict the exposure to any of the individual underlying factors and, therefore, ensure diversification.  This technique does not necessarily require quantification.  Instead, the limits can be set based on professional judgment related to the tolerance to assume exposures on a relative weighted basis within the context of the firm’s portfolio.  The limits, therefore, may not be based on an estimation of likely losses.

Limits may be set for any individual firm or group of firms, either on an absolute basis or as a relative percentage of the portfolio.  These limits can be based on a variety of factors:

· Size of position or exposure

· Credit rating

· Product type

· Industry or sector

· Country

In addition, limits on the tenors or maturities of exposure may be implemented to cap the maximum life of an exposure.
5.3.2 Loss Estimation Approach

A major drawback of the exposure limit technique is that it does not give an estimation of likely losses, nor does it incorporate relationships across a portfolio in terms of diversification and concentration.  An enhancement to the limits approach is the modeling of the distributions of losses and recoveries.

All of the underlying methodologies for loss estimation aim to determine the frequency of the credit events and associated severity of losses.  The common elements across the various methodologies are:

· Exposure to counterparty

· Probability of counterparty default 

· Loss severity given default

· Recovery rate on and timing of loss

· Estimation of losses incorporating all of the above elements

5.3.3 Counterparty Exposures

Exposures to counterparties may arise from a variety of arrangements.  For instance, exposures are generated through investments (both equity and debt), hedging positions, accounts receivable, or supplies and other inputs to the firm’s activities.  When determining the exposure to a counterparty, regard should be had for:

· Specific structure and terms of instruments or agreements

· All positions to that firm within the portfolio being analyzed

· Offsetting arrangements for the exposures between the two firms

5.3.4 Default Process

Once the exposure has been determined, the loss estimation incorporates default probabilities to compute the frequency of credit events.  The major components of a credit risk measurement framework are the specification of the dynamic process governing several variables including: state of default and loss severity of the assumed instruments, as well as the correlation structure between these variables.  We will outline several common methods.  There are three common methods used to model the default process:

· Historical-default models: Historical bond default rate experience over several historic years is used to estimate a probability distribution for counterparty defaults segmented by rating and tenor.  Correlations between counterparties are derived using correlations, which often are derived from equity price movements for publicly-traded institutions.

· Default-intensity models: Counterparty default risk is estimated by tenor and rating by extracting the market’s expectations of forward default probabilities from the spreads between corporate bonds and riskless (in terms of default) assets, such as Treasury securities.
· Firm Value or Asset-Pricing Process: Firms use publicly-traded equity price information to develop a model for changes in the market value of counterparty equity and then simulate future firm valuations to determine the probability that firm equity falls below a critical bankruptcy threshold.  Various specific methodologies can be applied to determine this distribution.

There are many theoretical approaches to estimating defaults including historical ratings migrations, implying default rates from credit spreads (reduced form), modeling debt as an option on the value of the firm (firm value process or structural approach) and econometric/hazard models (see Exhibit 1 below).  

Exhibit 1: Overview of Approaches to Default Process
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Historical Default Process

In quantifying the counterparty risk of financial institutions, a natural starting point is to look to the objective credit risk analyses provided by the rating agencies (e.g., S&P, Moody’s, Fitch, and D&P [?]).  As objective third-party evaluators of the credit quality of institutions, the rating agencies have considerable experience in assessing the credit risk of a wide variety of financial services companies.  Thus, public credit ratings are a key input into any credit risk measurement process in that they:

· Provide an independent assessment of the credit risk exposure of each rated instrument or entity, factoring in both financial and non-financial risk factors.

· Are “roughly” comparable across asset classes.

· Can be translated into historical default and loss rate experience, credit spreads and credit risk premia 

Furthermore, the rating agencies publish default and loss rate historical experience by rating, tenor and sector -- key inputs into many counterparty credit risk measurement approaches.  Additionally, given that the rating agency estimations are derived from historical data and often vary from year-to-year, volatilities can be obtained to provide some variation in the historic default rates. 

The advantages of this approach:

· Transparent and relatively easy to implement

· Provides a direct link to actual historical default rate experience

· Captures the value provided by the credit underwriting process of the rating agencies

· Allows for sectoral correlations to be incorporated using the correlation in equity price movements.

The limitations include:

· Applicable only to publicly rated institutions.

· Calibration of the default rate distribution is based on a limited set of historical conditions that place a downward bias on the default rates of AAA-A rated institutions.  Specifically, the ambient level of economic stress over the past 25 years on a national level is generally characterized as a BB-level credit stress environment.  As a result, limited information is available on the performance of AAA-A companies during periods of higher credit stress.

· Requires the implementation of an internal rating system for unrated institutions.

· Granularity limited to rating classes and sectors.

Default Intensity Approach (Reduced Form Models)

One of the shortcomings of the historical default rate approach is that the methodology only uses prior default rate experience as the basis for computing expectations on future default probabilities.  That is, the approach fails to capture the market’s current [?] assessment of credit risk, as reflected in the credit risk premia required for investing in different asset classes.  Recognizing this shortcoming, many institutions have developed an additional credit risk measurement tool to enhance the historical default rate model, a model that examines how the market prices the default risk of publicly traded bonds vis-à-vis Treasury securities.

Credit quality spreads represent the market risk premium required by an investor to purchase a risky asset over a riskless-in-terms-of-default Treasury security of a comparable maturity.  As expected, credit quality spreads vary by maturity and by ratings.  (Note:  the model assumes credit quality spreads are adjusted for liquidity risk or defines credit risk to encompass liquidity risk).

Credit risk premia associated with these spreads represent the risk to the investor of (i) an outright default and loss on the asset, (ii) a financial loss associated with delays in recovering funds from the defaulted counterparty, and (iii) the potential for a change in market value associated with an alteration in the counterparty’s credit rating.

Thus, using credit risk premia and historic loss severity rates for each rating category and asset priority (i.e., seniority) type, a forward curve of default rates can be derived at each forward point in time.  As in the case of the historical default rate approach, this forward curve (expected future default probabilities) and the volatility in this forward curve can be used to calibrate the default rate distribution for each counterparty by rating, tenor, and sector.  The model employed to calculate implied default rates can be generalized to include stochastic loss severity rates, correlations across industries, and correlations with interest rates.

Advantages :

· Captures the additional “intangible” information incorporated into how the market prices credit risk.

· Quickly responds to changing market conditions.

· Linked to public ratings and rating agency data.

· Arbitrage-free modeling approach.

· Allows for consistent valuations across market and credit risk products.

Limitations:

· Assumes that liquidity risk premia in bond spreads are immaterial relative to credit spreads.

· Assumes that the default rate process and the level of short-term interest rates are independent.

· Requires more data on the underlying bond positions used to compute the credit spreads, subjecting the calculation to the shortcomings in publicly available data (e.g., call features).

· Additional model complexity and model risk.

· Market expectations of default risk have proven to be volatile from quarter to quarter.

· Granularity limited to rating classes and sectors.

Firm Value Process (Structural Models)

Similar to the default intensity modeling approach, the asset-pricing approach to measuring credit risk looks to develop an arbitrage-free, equilibrium model for measuring the probability of counterparty default risk.  Unlike the first two approaches, however, asset-pricing models look to model this risk, not by public external ratings and bond default information by rating class, but by examining the probability that the market value of equity at a given institution will fall below a threshold that forces the counterparty to default on their payment obligation

Two basic asset-pricing models have been employed to estimate counterparty default risk:

· Full liability modeling approach: This approach models the counterparty’s liabilities as a series of contingent claims issued against a firm’s assets, with the payoffs to liability holders in bankruptcy precisely specified.  Bankruptcy is determined by modeling the evolution of the firm’s assets in conjunction with all debt covenants.  This approach has proved difficult in practice due to the need to model both all firm's assets and the precise payoff structure and covenants of the counterparty’s liabilities.

· Fixed liability payoff approach: This approach, which is more commonly applied in practice, models the evolution of the firm’s market value of assets relative to book liabilities, but assumes that in the event of bankruptcy, all debt holders collect a fixed portion of outstanding obligations, thereby obviating the need to model all liability debt structures.

The basic methodological approach of the asset-pricing model is to measure the probability that the market value of firm equity will fall below an absorbing barrier threshold after which the only resolution for the firm is bankruptcy.  To do so, asset-pricing models must specify:

· Current market value of equity for a given counterparty.

· Dynamic process for how this market value of equity changes over time in a manner that is consistent with general market equilibrium and arbitrage-free constraints.

· Book value of liabilities.

· Threshold below which the counterparty is forced into bankruptcy.

The annual probability of default of each obligor can be conveniently estimated by its credit rating and a mapping between default rates and credit ratings.

Advantages:

· Arbitrage-free approach

· Models credit risk of individual institution

· Sensitive to the balance sheet composition of counterparty

· Provides a potentially stronger foundation for correlating counterparty risk and collateral risk through asset return correlations and portfolio concentrations.

· Consistent with how the market values individual institutions

Disadvantages:

· Complex model that requires educated user

· Requires data to calibrate absorbing barrier

· Simplifies bankruptcy process

· Data requirements are more severe

· Limited to public-traded institutions.

5.3.8 Loss Severity, Recovery Rate and Timing

In the event of a default of a counterparty, the actual costs of the losses are broken down into three major components – loss severity, expenses and ultimate net recovery.  Loss severity, or loss given default, is defined as the unpaid balance on the exposure at of the time of default.  The second component is the workout costs and administrative expenses incurred in trying to reach settlement on the defaulted exposure.  Lastly, a firm may recover some portion of the exposure over time – both the actual rate of recovery and the time period are important factors.  Among other things, asset sales or foreclosures may be the source of recovered value.

In terms of incorporating these elements into the modeling of losses, a firm should consider such items as the seniority of the exposure, collateral, complexity of arrangement, and the counterparty’s exposures to other institutions.

5.3.9 Simulation of losses

Once we have a methodology for estimating losses, severity of losses, and recoveries over time, we must implement this methodology into a process for determining the effect on the firm.  This process will depend on the metric chosen, with losses incorporated in approximations of future earnings or cash flow or the calculation of economic capital required to support the activities of a business.  The process may be through a parametric calculation utilizing basic multiplication, similar to credit risk charges levied by some regulatory bodies, or through more complex simulation techniques.

5.4 Interest Rate Risk Modeling

There is no universally accepted framework for modeling interest rates. One reason for this is that the phenomenon – the random fluctuation of the whole yield curve – is much more complex than the movements of a single stock or index price.  The nature of interest rate derivatives, consisting of caps/floors and swaptions, uses 'the Black framework' where the respective forward Libor and swap rates are lognormal but the discount factors are non-stochastic. Thus, the goal of interest rate modeling is to provide a framework under which a large class of interest rate sensitive securities can be priced in a consistent manner. 

The choice of the bond pricing ‘framework’ is determined partly by the actual variable used to describe the model, and can be categorized into three families: spot rate, forward rate and market models. The three approaches described below lead to distinct development, implementation and calibration issues. The theory of derivative pricing may be described as the successive efforts to mimic Black-Scholes’ line of argumentation in different contexts. When we try to extend the Black-Scholes analysis to interest rates (or commodity) markets we quickly realize that models driven by a sole source of uncertainty are insufficient. The reason is that the natural object to model in this case is made up of potentially infinitely many (correlated) points.

As a result, modeling the evolution of interest rates requires the generalization of Black-Scholes’ approach to a multi-factor setting. In doing this, many different extensions have been proposed, but perhaps the most celebrated is the one proposed by Heath, Jarrow and Morton. [reference]  Their approach is based on the idea that forward rates could be taken as state variables in the model, as opposed to quantities derived from the spot rate. A key issue affecting the performance of these type of interest rate models is the number and identity of the factors employed to describe the dynamic evolution of the term structure. A technique that has proven quite useful to this end is principal components analysis (PCA). PCA allows us to find the most important of the explanatory (one-dimensional) variables by diagonalizing the correlation matrix.

5.4.1 Spot-rate Models

The first generation of models developed was generally based on spot rates. This choice was due to a combination of mathematical convenience and tractability, or numerical ease of implementation. Furthermore, the most widely used of these models are one-factor models, in which the entire yield curve is specified by a single stochastic state variable, in this case the spot or short-term rate. Examples of these include the models of Vasicek, Ho & Lee, Hull & White, Black Derman & Toy (BDT), and Black-Karasinski. [references]
These models are distinguished by the exact specification of the spot rate dynamics through time, in particular the form of the diffusion process, and hence the underlying distribution of the spot rate. Although empirically it has been documented that there exist multiple factors that affect the yield curve, such as level, slope and curvature, the level factor which can be captured by the spot rate accounts for about 90% of the variations of the yield curve (e.g., Litterman and Scheinkman 1991, Chapman and Pearson 2000). The spot rate is of fundamental importance for pricing fixed-income securities, interest rate derivatives, and for managing interest rate risk.

5.4.2 Forward-rate Models

An alternative approach to modeling the term structure was offered by the Heath, Jarrow & Morton (HJM) structure. [reference] In contrast to the spot-rate approach, these authors model the entire yield curve as a state variable, providing conditions in a general framework that incorporates all the principles of arbitrage-free pricing and discount bond dynamics. The HJM methodology uses as the driving stochastic variable the instantaneous forward rates, the evolution of which is dependent on a specific (usually deterministic) volatility function. 

Because of the relationship between the spot rate and the forward rate, any spot rate model is also an HJM model. In fact, any interest rate model that satisfies the principles of arbitrage-free bond dynamics must be within the HJM framework. The force of interest is, however, a one dimensional deterministic process whereas the forward-rate curve is two dimensional and evolves stochastically. This two dimensionality reflects the difference, for example, between an investment in an n-year zero-coupon bond and an investment in the short-term money market for n years.

In the financial economics literature, forward-rate curves play a central role in the pricing of bonds. In particular, the general framework described by Heath, Jarrow & Morton(1992) takes the initial forward-rate curve as input (almost regardless of its shape) and describes how the curve must evolve thereafter in order to maintain an arbitrage-free market. Other models such as those proposed by Vasicek (1977) and Cox, Ingersoll & Ross (1985) take only one or two variable factors as inputs (such as the short-term interest rate) and estimate other fixed parameters by getting the best match to the observed forward-rate curve (for example, see Chaplin, 1998). Such models have necessarily been relatively simple in order to facilitate the pricing of derivative instruments. As a consequence, the models often fit available data relatively poorly or do not provide an accurate picture of how the forward-rate curve actually evolves through time.

5.4.3 Market models

The motivation for the development of market models arose from the fact that, although the HJM framework is appealing theoretically, its standard formulation is based on continuously compounded rates and is therefore fundamentally different from actual forward Libor and swap rates as traded in the market. The lognormal HJM model was also well known to exhibit unbounded behavior (producing infinite values) in contrast to the use of a lognormal Libor distribution in Black’s formula for caplets. The construction of a mathematically consistent theory of a term structure with discrete Libor rates being lognormal was achieved by Miltersen, Sandmann & Sondermann, and developed by Brace, Gatarek & Musiela (BGM). Jamshidian developed an equivalent market model based on lognormal swap rates. [need references and citations]
Spot and forward models must derive the appropriate quantities from the underlying state variables to construct the equivalent of the option pricing formulae. By construction, market models are based on observable rates in the market and hence (in some measure) readily price-standard instruments. The process of calibrating any model must start with making the choice of distribution or volatility function. 

Spot rate models require a specification of the dynamics, examples of which include a normal or Gaussian distribution (Hull-White), lognormal (Black-Karasinski) or something in between (eg, the ‘square root’ type model equivalent of the Cox-Ingersoll-Ross model). Variables derived from the spot rate, such as the zero-coupon and Libor or swap rates, will have a distribution dependent on that of the short rate; for example the discount bond is lognormal for Gaussian spot rate models such as Hull-White. For forward rate models, the critical factor in determining the behavior of a model is the form of the (HJM) volatility function. 

For reasons of analytic tractability, the most common models in this category are the Gaussian forward rate models, so called when the volatility function is independent of the forward rate itself. In market models there is a choice in both the distribution of the underlying market variable, or perhaps a function of that variable, and in the functional form of the volatility.

For example, a Libor market model may have a lognormal volatility for the forward Libor rate (the original BGM), or we may specify instead the lognormal distribution of one plus the Libor rate times the period of accrual. Market models have the advantage when calibrating to their associated vanilla product (ie, a Libor model for cap products) in allowing a separate fitting to volatility and correlation, since the formulation of this category of model allows a decoupling between the two. More effort is required when calibrating to products that are not based on the associated rate or have combinations – eg, callable reverse floaters, which have swap and cap components within the Libor model. In every case, the volatility specification for a model and the covariance property is measure-independent; only the drift changes.

We have described three categories of interest rate term structure modeling approaches, namely spot, forward and market models, and compared the respective ingredients that make up their construction and formulation. Although all of these approaches, by virtue of being arbitrage-free term structure models, are equivalent mathematically and are all within the general HJM framework, each is distinguished by different methods of constructing the effective volatility function, which determines its use in practice. The implementation as well as the formulation of the models allows a freedom of pricing measure, and this demonstrates to a great extent the different intuition that accompanies each model. It is clear that the wide scope of interest rate modeling will undoubtedly spur further developments from both the theoretical and practical sides for many years to come.

5.5 Inflation Risk Modeling

[need an intro paragraph]

5.5.1 The Naïve Model

The Naïve model is based on the martingale hypothesis, which states that the expected value of inflation over the next 12 months is equal to inflation over the previous 12 months. 

Specifically,
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 is inflation over the next 12 months.

If the martingale hypothesis holds, then the expected inflation in years 2, 3, 4…n following date t must also equal inflation over the 12 months prior to date t, that is
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Effectively, the naïve model forecasts that expected inflation is constant in the years to come. The naïve model does a decent job in forecasting short-term inflation (1 year to 2 years) shown in Figure 1 [what figure?], where inflation is measured as the 12-month change in 12-month core inflation.

5.5.2 Phillips Curve Model

The Phillips Curve model and its variations are widely used. 

Version I:[12]

In the Phillips curve form,
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 is an inflation shock term. If the central government has control of the output gap (y), it will set policy to minimize a loss function given by 
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is the inflation target, which is not known to the public. A loss function characterized by w = 0 represents a central bank that cares only about inflation deviations from target, while for 
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, the central bank cares only about the output gap. Note that there is no assumed inflation bias here: central banks target an output level that is consistent, on average, with its inflation target. This assumption would appear to be consistent with the observed behavior of many economies in recent years, which have experienced relatively low and stable inflation.

Version II:[13]

The model consists of four components, namely an (inverted) expectations-augmented Phillips curve
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a monetarist inflation-generating mechanism
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a policy reaction function or feedback control rule
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and a definition of rational inflation expectations
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are the actual and natural rates of unemployment, 
[image: image59.wmf]p

and 
[image: image60.wmf]e

p

are the actual and expected rates of inflation, m is the rate of nominal monetary growth per unit of real money demand (the latter assumed to be a fixed constant except for transitory disturbances), 
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is the conditional expectation, and the subscripts T and –1 denote target and previous period values of the associated variables.

Version III:[14]

This inflation model is the simplest alternative to the naïve model.
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where the one-month inflation rate, 
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specifies the number of lags in the equation. A variation of this model could include other variable terms, such as important economic indicators or national activity index.

5.6 Exchange Rate Modeling

Modeling exchange rate risk is crucial for an international corporation. Most of the models to date, however, do not perform as well as one would like. That is, Meese and Rogoff (1983a) found that monetary models did not outperform a simple random walk. Unfortunately, no model provides a firm basis for determining or forecasting the exchange rate. Nevertheless, it is still important to understand the fundamental theories and monetary models in exchange rate determination

5.6.1 Purchasing Power Parity

The underlying theory of all monetary models is Absolute and Relative Purchasing Power Parity (PPP), which is based on the law of one price. It simply states that the nominal exchange rate is determined by the relative price-levels of two countries.
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Problem: Which consumer price index should be considered? (All indices are different in different countries.(this is a practical problem, not a theoretical one)

Alternatively, Relative PPP sets exchange rates equal to the differential between the growth rates of prices in the home and the foreign country. 
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where 
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are the inflation rates in the home and foreign country. If relative purchasing power holds, this equation determines the value of the spot rate 
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Problem: Inflation used here contain both traded goods and non-traded goods, such as services. This leads to problems when the two countries have different productivities, which can be caused by economic growth and many other reasons.

Further, the stickiness of prices in the short run will prevent PPP from holding at each point in time. PPP would be expected to hold over one to two years as wage and prices adjust to shocks.

5.6.2 Interest Rate Parity

There are two forms of Interest rate parities: covered and uncovered, and both are under the assumption of perfectly substitutable assets and perfect capital mobility.
Covered Interest Rate Parity (CIP) states that investing one unit of currency in the home country, which pays an interest rate of 
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Taking the log of both sides and using the approximation that 
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Uncovered Interest Rate Parity (UIP) assumes that markets are efficient so that the forward rate is an unbiased predictor for the future spot rate. Therefore,
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Taking the log both sides,
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In other words, the expected log exchange rate change is equivalent to the difference in interest rates.

There are a number of studies strongly rejecting UIP. This is due mainly to the assumption of the forward rate being equal to the expected spot rate implying there is no risk premium.

5.6.3 Monetary Model with Flexible Prices

Monetary models are based on the supply and demand for money in both the home and foreign countries. Assuming fully flexible prices, stable money demand function, and PPP, then
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where m’s are the money supply from home and foreign, y’s are the incomes, and i’s are the interests rate in the home and foreign country.

Problem: PPP assumption does not hold for short run.

5.6.4 Sticky Price Model

The Sticky Price model, by Dornbusch (1976), assumes market prices of goods are sticky in the short run and adjust to a new equilibrium after a lag, due to adjustment costs or lack of complete information. In contrast, financial markets are assumed to react immediately, meaning that prices adjust instantly in this market. The different adjustment speeds of goods and financial markets leads to an initial overshooting of the exchange rate.[15]
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[need to further explanation; provide intuition]
Problem: Lack of dynamic structure. There is almost no use of lagged variables, or error estimation term.

5.6.5 Real Interest Rate Differential Model

The differential model by Frankel (1979) constitutes an extension of the sticky price model by introducing an inflation differential between two countries, denoted by 
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which follows,
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Problem: negligence of long memory of the series. Nelson and Plosser (1982) have found that most macroeconomic series exhibit non-stationarity, while Meese and Singleton (1982) detected that exchange rates are also non-stationary.[16]
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